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ABSTRACT
Metasearch tools, which combine search results from any
number of independent search engines, could be useful in
a range of tasks and especially for integrating information
from separate government agencies. However, it is not im-
mediately clear what user interfaces might be appropriate
for presenting results from more than one source.

We evaluated four interface designs with real tasks from
Centrelink, Australia's social services agency, and with a
working metasearch tool. Test users recorded similar overall
e�ectiveness across these interfaces, but did not like the most
familiar options, a single ranked list or a link to broaden
search scope. Interfaces which supported identifying, un-
derstanding, and selecting between sources were strongly
preferred.

Categories and Subject Descriptors
H.5.2 [Information Storage and Retrieval ]: User Inter-
faces| evaluation/methodology ; H.3.4 [Information Stor-
age and Retrieval ]: Systems and Software| distributed
systems

General Terms
Experimentation, Human Factors

Keywords
User interface evaluation, case study

1. INTRODUCTION
Centrelink 1 is an Australian government agency, respon-

sible for delivering \human services"|such as social welfare
payments and employment assistance|on behalf of other
government agencies. Many of the programmes Centrelink

� This work was carried out at CSIRO.
1http://www.centrelink.gov.au/
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are involved in are cross-agency: for example, the depart-
ments responsible for health and for education collaborate
with Centrelink on schemes for the chronically ill and for
industrial trainees, respectively. Similarly, Australians who
deal with Centrelink are also served by other Commonwealth
agencies, state government agencies, charities, local training
schemes, and other bodies. Further complicating the pic-
ture, many businesses which are not directly involved with
Centrelink's programmes provide discounts or other assis-
tance to groups such as the elderly, sickness bene�ciaries, or
students.

There would be clear bene�ts if information from these
varied agencies were available through a single portal. Meta-
search, also called distributed or federated retrieval [4, 9], is
an attractive technology for this: in metasearch, a single
broker acts as a front-end to any number of existing search
engines, distributing a user's query appropriately and pre-
senting a single set of results. Since brokers need not rely on
any sort of cooperation, it is possible to include results from
any government agency, business, or charity as appropriate
without any coordination or shared standards.

Since Centrelink's role is well-recognised, and its website
already receives heavy use, such a portal can be maintained
there. Metasearch results, in this case, can be exposed in
Centrelink's normal web search interface as supplementary
to results from their own website. However, this di�ers from
conventional site search and it is not clear how to present
these secondary results. The experiments reported here con-
sider this.

There are three particular aspects of this context which
di�er from general web search, and we consider these in
the evaluation below. First, users of the Centrelink web-
site have particular tasks in mind and/or particular domain
knowledge. Our evaluation used tasks typical of Centre-
link's clients, developed with input from Centrelink sta�.
Second, information must be drawn from a wide range of
sources, but it may help both users and providers if there
is a clear distinction between these|for example, between a
non-government charity and government agencies. Finally,
while it would be preferable if di�erent results are not obvi-
ously repeating the same information (which is redundant),
it may be worthwhile reinforcing that regulations and laws
are consistent across agencies and programmes. Our evalu-
ation included some consideration of these factors.

Although details are particular to this case study, there
are other metasearch applications with the same distinc-
tion between one primary and a number of supplementary
sources. For example, enterprise search applications may ex-



pose information from external sites (especially subscription
databases, news feeds, and the like) in addition to local in-
formation; and web portals may prefer to present their own
pages, but provide pointers to others as needed.

2. RELATED WORK
Interfaces for metasearch have been considered in the con-

text of libraries, especially academic libraries (see for exam-
ple Payette [12], Sadeh [14], or Wrubel and Schmidt [19]).
These metasearch engines rely on cooperative protocols, such
as Z39.50 [1], and can make use of �elded retrieval and so-
phisticated query languages, although whole-of-web search
engines provide a reference point for many users [19].

Questionnaires and mockups distributed by Payette [12]
suggested that users of academic libraries were interested in
metasearch tools but had little interest in selecting databases
themselves. Most users, further, did not see a need to iden-
tify which database each record was from. These observa-
tions agree with the common assumptions of IR research,
where it has generally been assumed that automatic selec-
tion and merging are desirable and that di�erences in un-
derlying search engines should be hidden from the user.

Wrubel and Schmidt|again examining an academic li-
brary, but in this case with working tools and a think-aloud
protocol [19]|found a similar preference for automatic se-
lection and merging, although users were able to select a
broad topic area to guide selection. In contrast to Payette,
however, Wrubel and Schmidt found that many of their users
wanted to distinguish items based on source: in particular,
to distinguish \scholarly" items in the result set.

Outside the domain of library catalogues, there has been
only limited work on presentation methods for web-based
metasearch, or metasearch for government information. An
exception is work by Park [11], comparing two interfaces
for metasearch over TREC collections. Although mostly
anecdotal, evidence from Park's study highlighted the im-
portance of user control and the potential e�ciency gains of
metasearch.

Metasearch techniques have been used to improve cov-
erage in general web search at least since the ProFusion
system [5], but there have been few installations of special-
purpose metasearch.

PENG [3], a tool for journalists, and AllInOneNews [8], a
news search engine for general use, o�ered domain-speci�c
metasearch (in both cases over newswire stories and re-
lated sources). As in our work, PENG and AllInOneNews
did not assume any cooperation from individual search en-
gines and employed a full metasearch model including se-
lecting promising engines, querying each, and integrating
results. Although PENG did consider user trust in informa-
tion sources|with the e�ect that some may be \primary"|
this was not re
ected in the interface. Both PENG and
AllInOneNews presented a single ranked list of results.

The FedLemur project [2], possibly the closest work to
ours, considered metasearch over a number of statistical
agencies in the United States federal government. Again,
FedLemur did not assume cooperation and carried out se-
lection and merging. FedLemur however presented results
as a standard ranked list, without special treatment or any
distinction between sources.

Other government search engines o�er all-of-government
search, either via a separate interface (australia.gov.au ,
search.usa.gov ) or via an option to an individual agency's

Figure 1: Our metasearch environment. Ten re-
sults are returned from Centrelink's search engine
(a); ten are also returned from each of �ve or six
other search engines (b) and these 50 or 60 are then
merged with SM-TSS to produce a list of ten results
from \other sources" (c). These �nal twenty results
are displayed in one of four interfaces (d).

search. These typically expand the scope of a single search
engine and again present a single list without concern for
source or referring agency. In contrast, we suggest distin-
guishing between sources (with one, the host, being pri-
mary); and possibly using mechanisms other than a single
list to present results. Our evaluation considered four inter-
faces, and we describe these below.

3. SOFTWARE AND INTERFACES
We implemented four interface designs, running atop a

common metasearch engine (Figure 1). The same meta-
search algorithms were used in each case, and these drew on
the same search engines.

Metasearch was provided by our PERS software [17], con-
�gured with information on thirteen state and Common-
wealth government sources. These sources, which were cho-
sen to cover the information needs in our test tasks (see Sec-
tion 4 below) were searched via their existing search engines
where possible; in those cases where there was no existing
search engine, a commercial web search engine, restricted to
the site in question, was used instead.

At query time, PERS used Kullback-Leibler divergence [15,
20] to select �ve or six of these agencies|always includ-
ing Centrelink|and these agencies were searched in paral-
lel. (Response time for the whole process was on the order
of two to four seconds.) The SM-TSS algorithm of Rasolofo
et al. [13] was used to merge the results from non-Centrelink
sources, and the top ten results from this merged list were re-
turned to represent \other sources". Results included URLs,
as well as the titles and summaries (generally query-biased)
provided by each search engine.

These twenty results|ten from Centrelink and ten from
the set of other sources|were returned to our interface im-



plementations which ran in JavaScript in the Firefox browser.
Firefox ran on a standard Windows PC with results pre-
sented in a 900-pixel-wide section of a 1024� 768, 1900 dis-
play.

The four interfaces represented slightly di�erent modes of
display and interaction. Each, except for the \merged" in-
terface described below, privileged the Centrelink results in
some way, but each presented a di�erent amount of infor-
mation.

In some of our earlier experiments, test users had tried to
second-guess which system was \ours". For this experiment,
we tried to limit this by assigning a neutral name to each.

The four interfaces were:

Merged.
The merged (\Giza") interface (Figure 2) was the most

traditional. The ten results from Centrelink were merged,
again using SM-TSS, with the top ten results from other
sources to give a single list of twenty results. This list was
presented ten results at a time, so it is what users are ac-
customed to from other web search engines; however, with
a \next page" link, it did provide access to the same num-
ber of results as any of our alternative interfaces. We note
that relatively few people view results in the second half of
a standard ten-result-long list (see e.g. [6]), and those users
who did not scroll to the bottom would not have seen this
option.

Display as a single list is the norm for most existing all-of-
government search systems such as that ataustralia.gov.
au2 or search.usa.gov . The single list is also common in
other Australian government agencies which o�er an option
to search all government websites|for example, using the
shared service at agencysearch.australia.gov.au . Most
importantly, whole-of-web search dominates most users' ex-
periences and whole-of-web search engines also present a sin-
gle list merging all sources.

“More results”.
The \more results" interface (\New York", Figure 3) pre-

sented ten results from Centrelink, in order, in response
to each query. A callout on the right-hand side of the
screen alerted participants to the number of results found
elsewhere|always ten, unless the search terms were very
speci�c and few documents were returned from the search
engines|and invited them to view these other results in-
stead. The Centrelink results could be toggled back by click-
ing a second time in the same place (and the text changed
to indicate this). Switching between result sets was done
entirely in the browser and did not involve searching, so was
almost instant.

The \more results" box was placed at top right, where
some search engines expose extra navigational help but also
where commercial search engines often place advertisements.
Although we were concerned that users might be predis-
posed to ignore anything in this part of the screen, no al-
ternative worked well. We did not explicitly ask whether
participants paid attention to the \more results" option, but
around half clicked on it at some point in their interaction.

2australia.gov.au o�ers both an overview, with a few re-
sults from each level of goverment, and a more exhaustive
list. The latter is a single merged list.

Tabbed.
The \Beijing" interface used tabs to present and select

sources. Again, ten results from Centrelink's own search en-
gine were presented �rst; one to six other tabs followed, one
for each source represented in the other top ten. The tabs
were sorted by number of results, and were labelled with
the name of the source and the number of results. Again,
switching between tabs had no discernible delay. Figure 4
illustrates search results on this interface; here, there are ten
results from Centrelink, four from the Australian Taxation
O�ce (ATO), and three each from the Department of Ed-
ucation, Employment, and Workplace Relations (DEEWR)
and Australian Apprenticeships. 3 Like the \more results"
interface, this approach conceals each group of results until
some explicit action is taken; however, it does expose the
provenance and extent of each group.

Although fairly uncommon on the web, this interface is fa-
miliar from desktop applications including some search tools
such as Windows desktop search. Other search applications,
such as Google desktop search, have a similar partitioning
scheme with a slightly di�erent layout, and some whole-of-
web search applications use another similar scheme to switch
amongst result types.

Side-by-side.
Our last interface (\Paris", Figure 5) presented the same

two lists as the \more results" interface: one from Centrelink
and one from all other sources. Both lists were displayed at
once, side by side: the list from Centrelink was on the left,
where we expected it to be seen �rst. Both lists scrolled
together.

This alternative exposed a lot of information at once: as
for the single list, all twenty results were visible either im-
mediately or with scrolling, while (as for the \more results"
interface) the division between Centrelink and other agen-
cies was explicit. This did, however, place a lot more text on
screen than users would be used to; as a result we expected
to see some dissatisfaction.

4. EXPERIMENT
We recruited a convenience sample of 16 participants (9

male and 7 female, mean age 31 years). This group were
heavy users of computers and web search|all indicated they
used both daily. Their familiarity with Centrelink's services
and the Centrelink website varied (Figure 6), but most were
somewhat unfamiliar with both.

The participants were each given four tasks; for each they
used a di�erent interface. Task and interface orders were
assigned with orthogonal Latin squares, to mitigate learning
or fatigue e�ects. Participants could issue any number of
queries for each task. They indicated they were �nished by
pressing a \�nished" button (at top-right of Figures 2{5).

The four tasks were based on common information needs
for Australian school leavers, as identi�ed by Centrelink and
one author. The types of answers needed varied: one task
admitted a yes/no answer, one needed a single answer, and
the other two needed lists of an unspeci�ed length. The
tasks were:

3Other sources would have been chosen in this example, to
a total of �ve to six, but the results from these sources were
past rank ten after re-sorting and so they are not represented
here.



Figure 2: The merged (\Giza") interface|a single ranked list from all sources.

Figure 3: The \more results" (\New York") interface|a single list from Centrelink, with a link to a second
list from other sources.



Figure 4: The tabbed (\Beijing") interface|a tab for each source.

Figure 5: The side-by-side (\Paris") interface|a list from Centrelink, and a list from all o ther sources, side
by side.
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Figure 6: Participants' self-reported familiarity with
Centrelink's services (top) and website (bottom).
n =16.

1. \You are a 21-year old university student on ABSTUDY
[support for indigenous Australians who are studying].
You are receiving the ABSTUDY payment Living Al-
lowance. Find out whether this allowance is taxable."

2. \You are an 18-year old school leaver and are consider-
ing becoming an apprentice. You are not of Aboriginal
or Torres Strait Islander descent. You still live at home
and want to know what �nancial help is available. Find
the names of any schemes that would help."

3. \You are a school leaver with a Health Care Card [a
card entitling the bearer to discounted health care].
What are the bene�ts you can receive as holder of a
Health Care Card in the ACT [Australian Capital Ter-
ritory]? Find as many as you can."

4. \You are a school leaver living in Tuggeranong, ACT
and would like to get a job. You have been referred
to Job Services Australia [a government employment
scheme] and would like to register for assistance. Find
the contact details for the closest Job Services provider."

Task 1 asks a yes/no question, 2 and 3 ask for a list of
answers, and task 4 asks for a single answer.

Since each interface uses the same metasearch software,
and that software is independent of any particular writing
or publication tools, costs to parties such as authors and IT
providers will be the same in each case [10]. Our evaluation
accordingly focusses on the interfaces themselves, and only
on end users.

4.1 Self-reported data
Participants were given a single pre-task question, which

they were asked to answer before starting any search: this
question asked whether they already knew enough to com-
plete the task. In one case (of 64 participant/task assign-
ments), one participant indicated some partial knowledge.

Post-task statements|participants were asked to mark a
seven-point scale from complete disagreement (1) to com-
plete agreement (7).

� It took too long to �nd the answer

� The task was di�cult to accomplish

� I am con�dent in my answer

� The returned results were very relevant

� There was a lot of duplicate information in the re-
turned results

� There was a lot of contradictory information in the
returned results

� The system was easy to use

� I am satis�ed with the performance of the system

Exit questions|participants were asked to nominate a sin-
gle system for each.

� Which interface did you �nd the easiest to use?

� Which interface did you prefer?

Figure 7: Statements posed after each task, and
questions asked in the exit questionnaire.

In all other cases they indicated no prior knowledge of the
answer(s).

After searching for up to ten minutes, and writing down
their best answer, participants were asked to respond to a
number of statements regarding this task/interface combi-
nation. After completing all four tasks, they were also asked
to nominate the interface they found easiest to use and the
interface they preferred overall (Figure 7).

4.2 Other data
As well as the post-task questionnaire, we recorded addi-

tional data on accuracy and e�ort for each participant/task
combination:

� A list of correct answers, collected ahead of time, al-
lowed us to determine accuracy. For the three tasks
which admitted more than a yes/no answer, partici-
pants' responses were checked and credit was given if
they had found additional, correct, information which
had escaped our attention earlier.

Accuracy for the two tasks needing a single answer
was zero or one. For the other two tasks, it was the
proportion of the correct answers which were reported
in the ten-minute period allowed.

� The time spent was measured from the start of the
�rst search to when the participant indicated they were
�nished that task.

� Speed, expressed in correct answers per minute [7], was
derived from these.

� The search software recorded both the queries used
and the documents which were viewed. We consider
the number of each; we also consider the proportion of
queries which resulted in no document views, as this
is a good indication of a failed interaction.



5. RESULTS

5.1 Per-task data
Figure 8 summarises some of our observations on per-task

data: accuracy, speed, queries, and the self-reported mea-
sures of Section 4.1. Other measures, not included in the
�gure, were substantially similar.

ANOVA tests saw no signi�cant e�ect due to interface on
any of our measures, although there is some suggestion of
an e�ect on time taken per task; answer rate per task; the
number of queries, per task, with no clicks; and the propor-
tion of queries, per task, with no click (0 :08 < p < 0:20 in
these cases). We saw no evidence of any di�erence in accu-
racy between interfaces, despite the substantial di�erences
in appearance and presentation. This is consistent with ob-
servations from earlier experiments [16, 18].

The number, and proportion, of queries with no docu-
ments viewed is slightly lower for the side-by-side interface
(mean 0.5 queries per task, or 13%, against 0.7 to 1.2, or
24{31%). This can be explained by the side-by-side inter-
face exposing 20 results at once|or, at least, the twelve or
fourteen above the fold|while other interfaces expose half
that or less. The side-by-side interface is also slightly slower
(mean time 9:10 per task, against 7:29{8:56). Taken to-
gether, these data simply suggest that this interface causes
people to read more.

The number and proportion of queries with no document
views is, conversely, slightly higher for the merged list (mean
1.2 queries per task, 31%) than for other interfaces. The
number of queries is also slightly higher (mean 3.2 per task,
against 2.3 to 2.7 for alternatives). The metasearch en-
gine and its con�guration was not changed, however, so we
assume the twenty results presented are of approximately
equal quality. The di�erence can then be explained by some
results, which would be near the top of a shorter list, being
sorted below the fold in a longer list. Although we did not
collect data on scrolling behaviour, it is plausible that in
some cases participants issued a second query rather than
scroll the list.

Although again not statistically signi�cant, we observed
that participants with the merged or tabbed interfaces were
slightly faster than those with the \more results" and side-
by-side interfaces (mean 7:29, 7:29, 8:56, and 9:11 per task,
respectively). This is despite the merged interface receiv-
ing slightly more queries. Turpin and Hersh [18] and Smith
and Kantor [16] have previously observed that users issue
queries faster when they are less satis�ed; it is possible that
this, in conjunction with a search engine which is in fact of
reasonable quality, is responsible for the speed of the merged
interface. The tabbed interface, on the other hand, let our
participants identify and switch to promising sources imme-
diately and the di�erence here may re
ect a genuine im-
provement in e�ciency.

After accounting for interface e�ects, ANOVA tests re-
vealed e�ects due to task on accuracy, speed, and the num-
ber of documents viewed. These are not surprising, since
the tasks admitted a di�erent number of answers: we would
expect a di�erent number of interactions to assemble a list
than to answer a yes/no question.

We saw no e�ect due to interface-task interactions af-
ter other e�ects were allowed for. We also saw no e�ect
on participants' con�dence in their answer, or indeed any
self-reported measure, due to either interface or task. Our

participants are very consistent in their evaluation across a
range of very di�erent presentations and tasks. We believe
this rules out self-reported measures, on a single interface, as
a useful evaluation tool (except in cases of extremely good or
bad design). Underlining this, we did not see any correlation
between users' (self-reported) con�dence and (objective) ac-
curacy.

5.2 Per-participant (exit) data
Figure 9 summarises responses to our two exit questions.

(The questions asked for a single nomination for easiest and
preferred system, but some participants listed several. Votes
in these cases were counted as fractional, with a sum of one.)

There is a clear preference for the tabbed and side-by-
side interfaces, which also collected the most votes for ease
of use. The tabbed interface is clear, simple to use, and
makes it easy to see and select sources, so its popularity is
not surprising. The side-by-side interface, however, fared
remarkably well and �ve of our sixteen participants gave it
their vote. 4 We note, however, that our participants are
drawn from a university community and are presumably ac-
customed to reading long runs of text. It remains to be seen
whether other users, from other communities, would rate
the side-by-side interface as highly.

6. OBSERVATIONS
Despite awarding it some marks for ease of use, the in-

terface our participants liked the least|the \more results"
interface|was the only interface which obscured the prove-
nance of half the results until some action was taken (clicking
on the link). We also observe that the tabbed interface was
slightly faster than the \more results" or side-by-side inter-
faces; and that the merged list, which places a good deal
of information o�screen, saw more queries and more failed
queries.

These observations all suggest the same general rule: in
this context, where results are being drawn from several
sources but where sources vary in coverage and authority, an
interface should expose what is available|at least in general
terms|early on. Interfaces in this situation should immedi-
ately expose enough information to let users decide where to
look next. In particular, metasearch interfaces should sup-
port users' choosing which source(s) to pursue even if the
broker already carries out some selection.

This is consistent with earlier user studies of metasearch
tools, which considered the quite di�erent task of navigat-
ing library holdings or catalogues. Users in this context had
trouble choosing which source to search, and were often ob-
served repeating or re�ning earlier queries [19]; and while
they did not always want to choose a source, they appre-
ciated knowing which were responsive to a query [12] and
being able to switch between them when they had reason to
do so [11]. A preference for the display of abstracts, journal
names, and other \scholarly" indicators [19] is also consistent
with this. Sadeh recommends \gradual disclosure" of infor-
mation to support these immediate navigation choices [14],
and the tabbed interface implements this.

The side-by-side interface was the least familiar and the
most text-dense of the four. Its popularity is surprising; so
is its apparent ease of use, which is in spite of slower task

4Two participants nominated all four systems, taking the
total in Figure 9 to 5.5.
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Figure 8: Self-reported (white) and other (grey) observations for each interface, over all f our tasks; shown
is mean over all 64 participant/tasks � standard error. We note no signi�cant e�ects in any case due to
interface, although some e�ects due to task.
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Figure 9: Participants' votes for easiest (grey) and
preferred (white) systems. Some participants voted
for more than one system, and these votes have been
split to sum to one.

completion. One possible explanation is that although more
reading was required for this interface than for alternatives,
there were twice as many results shown at once so fewer
interface actions (clicks, keystrokes, or scrolls) were needed
to scan the result set. The need for fewer interface actions
could account for the ease of use, and the ease of use for the
popularity of this interface. As before, however, we must
note that our participants were drawn from an academic
audience and that users from other backgrounds may dislike
such large amounts of text.

The merged interface was rated poorly, with no full votes
for preference and only two for ease of use, and prompted
relatively many queries and relatively many queries with no
document views. This is despite it being the most familiar
interface: as noted, a single ranked list is common for both
metasearch and for government search. Again, however, this
may be an e�ect of the amount of information displayed: no
additional navigational aids were present, and there were few
cues as to which source information was coming from. This
reinforces the bene�t of supporting users' source choices.

Consistency of information is important in our scenario|
Centrelink, other agencies, and non-government bodies are
subject to the same regulations and clients will not bene�t
from \shopping around". We did not see any di�erence be-
tween interfaces on participants' perceptions of consistency;
nor did we see any e�ect on perceptions of redundancy. Any
of the four interfaces would be satisfactory on these grounds.

Finally, we note that our participants did not di�er from
interface to interface on any of our eight self-reported mea-
sures, but still showed strong overall preferences and some
hints at di�erences in objective measures. These observa-
tions suggest that evaluations of this type should make use of
objective measures where possible, and overall preferences,
rather than self-reported measures on single systems; self-
reported measures have almost no discriminative power.

7. CONCLUSIONS AND FUTURE WORK
Metasearch interfaces on the web (and in other contexts)

have favoured a single, merged list of results from all sources.
This interface is familiar from whole-of-web search engines,
but other options have not received much attention.

We have considered a situation where one source may be
considered primary, and a number secondary, which re
ects
government metasearch but also a variety of enterprise and
portal settings. Our results|using a working tool and re-
alistic tasks|suggest that despite the familiarity of a single

list, interfaces which support gradual disclosure are prefer-
able: in particular, it seems that interfaces should support
users in their choice of source.

Of the four interfaces discussed here, the \tabbed" and
\side-by-side" were strongly preferred by participants and
the \tabbed" interface seems faster (although not by a signif-
icant margin). We intend investigating these two options in
more detail, including larger-scale experiments with a wider
range of test users and with similarly realistic tasks.
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